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Abstract
This paper investigates how patent policy can induce the transition to clean technology. It is well established that environmental policy should not only price emissions,
but also induce innovation in emission-free technology. Although the combination of
a price on emissions and a government subsidy to clean research has been shown to
be first-best, we argue that this policy is unattainable. First, the magnitude of the
necessary carbon tax seems unfeasible, and second, there can be large efficiency losses
associated with public research funding. Using an endogenous growth model with directed technical change, we show how reducing patent protection on dirty technology
can improve second-best outcomes. In numerical simulations, we find that combining
environmental policy with patent policy can recover a substantial amount of the welfare loss in second-best, and at a lower carbon tax and clean innovation subsidy than
in first-best.
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Introduction

In June 2014, Elon Musk issued a statement declaring that all of Tesla’s patents from now on
belonged to the public and that they would not initiate patent lawsuits against anyone using
their technology. The statement suggested that the low market share of electric vehicles is
partly caused by the patent system, which stifles further development of the technology.1 In
this paper, we investigate the role of patent protection in inducing technological change from
dirty technology based on fossil fuels to clean technology based on renewable energy. We
make the opposite claim to Musk’s: in order to induce the transition to clean technology, it
is dirty technology, and not clean technology, that should receive less patent protection.
The literature on endogenous growth and the environment has found the combination
of a government subsidy to clean innovation and a carbon tax to be an effective policy in
inducing the transition to clean technology (e.g. Fischer and Newell, 2008, Acemoglu et al.,
2012, Hart, 2019). Although this policy mix might be optimal, the necessary levels of the
optimal carbon tax and clean innovation subsidy are far above of what is currently observed.
We argue that this is caused by real-world constraints on the optimal policy that impede the
implementation of first-best. In order to overcome the constraints on the optimal policy and
improve second-best outcomes, we propose the novel use of patent policy to help induce the
transition to clean innovation.
Using a simple endogenous growth model with directed technical change, we find large
welfare improvements from combining environmental policy with patent policy in secondbest. The model extends on Acemoglu et al. (2012) by adding four main features.2 First,
guided by the empirical literature, we introduce an efficiency loss in the transfers of public
1
https://www.tesla.com/blog/all-our-patent-are-belong-you. However, there is no such thing as
a free lunch. The patent pledge contains many caveats regarding the use of the patents. Most importantly,
by using Tesla’s patents, you cannot enforce patent rights against any party using your patented technology,
including Tesla.
2
The first two features reflect the real-world constraints on first-best policy. The third feature adds realism
into the model. The fourth feature suggests a way to help induce the clean technology transition, and improve
second-best outcomes.

2

R&D subsidies. Second, motivated by current carbon taxes, we assume that there is a cap on
the carbon tax. Depending on the level of the cap, this could prevent the social planner from
charging the socially optimal carbon tax. Third, we follow Greaker, Heggedal, and Rosendahl
(2018) and introduce decreasing returns to scientific effort in the innovation process. Fourth,
we introduce an additional policy that limits patent protection on dirty innovations, which
reduces the market power of dirty innovators. To our knowledge, this is the first paper to
propose using patent policy as a tool to combat climate change.3
While clean innovation can be induced through the use of a subsidy, the existence of an
efficiency loss in such a subsidy reduces the desirability of the policy. Alternatively, innovation
can be redirected to clean technology by reducing the profitability of dirty innovation. One
way to reduce the profitability of dirty innovation is to reduce patent protection on such
innovations.4 Patents incentivize innovation by granting innovators exclusive rights on their
innovations, with the extent of protection defined by the patent length and patent breadth,
i.e. the extent of the technological market in which the innovation has exclusivity. We reduce
patent protection on dirty innovation by limiting the breadth of patents on dirty technology.
The value of a patent is largely decided by its breadth, as the breadth restricts the patent
holder’s ability to raise the price of the product embodying the innovation (Gilbert and
Shapiro, 1990).5 The early analysis by Lerner (1994) found that a one standard deviation
increase in the patent breadth was associated with a 21 percent increase in firm value. Using
the exogenous variation in the leniency of patent examiners, Hegde, Ljungqvist, and Raj
(2020) find a positive effect of patent breadth on firm growth and subsequent innovation.
Since a broader patent allows innovators to exploit their market power, it is equivalent to
stronger patent protection. We will therefore use the terms patent policy, patent protection
3

Although Greaker and Pade (2009) and Greaker, Heggedal, and Rosendahl (2018) investigate the effect of
incomplete patent protection on environmental policy, they take patent policy as given and do not investigate
the use of patent protection as a policy tool.
4
Another way to reduce the profits of dirty innovation is to simple place a tax on the profits. It is, however,
not straightforward how such a tax would be administered, and it also seems prone to large efficiency losses.
5
An alternative view is that a broader patent gives the patent holder the exclusive right to produce a
larger number of products (Klemperer, 1990).
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and patent breadth interchangeably throughout the paper. In our theoretical model, we
capture the relationship between patent breadth and the value of innovation in a simplified
way. First, we assume that all innovations are of the same size. Second, an innovation is
only sold to either the clean or the dirty sector. Third, since reduced patent breadth reduces
the value of innovation, we approximate this relationship by placing a cap on the price that
dirty innovators are able to charge for their technology.6
Economic theory cautions against the many pitfalls when policy makers attempt to ’pick
winners’ among competing technologies.7,8 While the empirical literature has found substantial evidence of induced technological change (e.g. Newell, Jaffe, and Stavins, 1999, Popp,
2002), it has found only limited evidence of a positive effect of public subsidies on firm productivity and innovation. The early study of Griliches (1986) found a positive association
between R&D and growth in firm productivity, however, the association was substantially
stronger for privately financed R&D than publicly funded R&D. Jaffe and Palmer (1997)
found that while public environmental R&D expenditures were associated with increased
firm spending on R&D, it was not associated with increased firm patenting. Noailly (2012),
on the other hand, found public energy R&D expenditures to have a positive, albeit very
small, effect on patenting in energy technology9 , while Johnstone, Haščič, and Popp (2010)
and Aghion et al. (2016) found public R&D subsidies to have a positive effect on patenting
only in certain technologies.10 Although public R&D spending might be able to induce inno6

Thus, we incorporate patent breadth in the way that is standard in the literature (e.g. Li, 2001, Chu,
2009, Zeng, Zhang, and Fung, 2014).
7
E.g. Lach (2002) and González, Jaumandreu, and Pazó (2005) found that governments tend to award
R&D subsidies to firms that would have performed the R&D even in absence of the subsidy, while Wallsten
(2000), Görg and Strobl (2007) and Marino et al. (2016) found government subsidies to crowd-out firm R&D
expenditures
8
This issue with government subsidies have led some economists to instead propose tax credits for R&D
instead of direct public funding of R&D. E.g. Hall and Van Reenen (2000) conclude that a dollar in tax
credit for R&D stimulates a dollar of additional R&D.
9
A 10 percent increase in energy-specific R&D expenditures caused a 0.3 percent increase in the number
of patents filed.
10
Studying the energy sector, Johnstone, Haščič, and Popp (2010) found a positive effect of public R&D
subsidies on patenting only in wind, solar and geothermal technologies, while Aghion et al. (2016), studying
the automobile industry, found a positive effect only in grey technologies (i.e. energy-efficiency technology).
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vation, there is evidence that it is less effective in producing knowledge than privately funded
R&D.11 Popp (2002) found that while it took $1 million of private R&D spending to produce
one patent in clean technology, it took $55 million of public R&D spending to achieve the
same.
The literature has found that in absence of a clean innovation subsidy, the clean technological transition can instead be induced by a super-pigovian carbon tax with only a small loss
in welfare (e.g. Acemoglu et al., 2016, Greaker, Heggedal, and Rosendahl, 2018). In reality,
however, the magnitude of such a tax seems unfeasible. Given the low marginal extraction
cost of many oil fields, Heal and Schlenker (2019) estimate that a carbon tax of $200 per
ton of CO2 will, by the end of the century, reduce cumulative emissions by only 4 percent.
In contrast, current carbon taxes are far below such levels and with many sectors receiving
exemptions. We take these observations as indicative of a limit on the level of the carbon
tax that it is realistic for policy makers to implement. This limit may be caused by issues
such as a free-rider problem, which are outside of our model.
This paper builds upon two strands of the endogenous growth literature. First, it builds
upon the literature on induced technical change and the environment. Until the seminal
paper by Acemoglu et al. (2012), it was believed that public research funding played only a
small role in optimal environmental policy, while pricing emissions was crucial. Now, however, it is widely accepted that it is essential with policies specifically aimed at inducing
innovation towards clean technology. This shift in attitudes is reflected in the 2018 Nobel
prize in economics, which was jointly awarded to William D. Nordhaus and Paul M. Romer
for their work on the macroeconomic effects of climate change and technological innovation,
respectively. Second, it is related to the literature concerned with the optimal level of patent
protection on innovations. The optimal level of patent protection should balance the dynamic gain from increased innovation with the static loss of increased monopoly power. E.g.
11

Czarnitzki and Hussinger (2018) found that publicly sponsored R&D in Germany was less efficient in
inducing new patents, while Svensson (2013) found that publicly sponsored patents in Sweden were less likely
to be renewed.
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Horowitz and Lai (1996) find increased patent length to increase the innovation size, but
decrease the frequency of innovations. In addition, the optimal patent policy is achieved by
jointly determining the length and the breadth of the patent. E.g. Zeng, Zhang, and Fung
(2014) find increased welfare by limiting both the length and breadth of patents, despite the
reduced growth rate.12 By focusing on the dynamic effect of innovation, we find that it is not
clean technology but dirty technology that must become cheaper, which may be contrary to
popular belief.
We contribute to a growing literature concerned with second-best solutions to climate
change. We follow Acemoglu et al. (2016) and Hart (2019) by assuming an efficiency loss in
public funding of R&D. Using data on OECD countries, we estimate that there is an efficiency
loss of 28 percent in public research funding.13 In addition, using data from Metcalf and Stock
(2020) on current European carbon taxes, we cap the politically feasible carbon tax at $14
per ton of CO2 .14,15 In our numerical simulations, first-best delivers a carbon tax that reaches
almost 80 percent of the price of the polluting good and a clean innovation subsidy that is two
times the profits of clean innovation. Given the unreasonable magnitudes of these policies,
it is imperative that analysis of environmental policy investigates second-best policy.16 We
find that by limiting the breadth of dirty patents, a substantial amount of the welfare loss in
second-best can be recovered, and at a lower carbon tax and clean innovation subsidy than
12

However, there are conflicting results in the literature. E.g. while Klemperer (1990) find the optimal
patent policy to be very broad but short lived patent, Gilbert and Shapiro (1990) find it to be very narrow
but infinitely lived patents.
13
Acemoglu et al. (2016) assume a 20 percent efficiency loss in public research funding. Hart (2019), on
the other hand, assumes a quadratic loss function, for which there is a 9 percent efficiency loss when the
government subsidizes 30 percent of research costs and a 29 percent efficiency loss for a 60 percent subsidy.
14
In robustness analysis, Acemoglu et al. (2016) investigates second-best outcome when the carbon tax is
capped at $23 per ton of CO2 , while Hart (2019) introduces a deadweight loss in the carbon tax in the form
of an enforcement cost.
15
We abstract from the interaction between environmental policy and distortionary taxes. Goulder (1998)
finds that environmental regulation can exacerbate the factor-market distortions from pre-existing taxes, and
Barrage (2020) finds that climate change can increase the fiscal cost of providing government services when
environmental policy cannot be introduced as lump-sum transfers.
16
E.g. Harstad (2012) suggests buying coal as a supply-side alternative to international climate negotiations, while Fowlie, Reguant, and Ryan (2016) find that in the presence of market concentration and carbon
leakage, second-best outcome can be improved by placing a sub-pigovian price on emissions.
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in first-best.
The rest of the paper is organized as follows: Section 2 provides some motivational
evidence on the efficiency loss in public research funding, current carbon taxes, and on
the association between patent breadth and profits. In section 3, we present the theoretical
model. In section 4, we present the results from numerical simulations, and offer a welfare
comparison between first-best and second-best scenarios. Section 5 checks the robustness of
our main results. Finally, section 6 concludes.

2

Motivational evidence

The goal of this section is threefold. First, we compare the effectiveness of public and private
R&D expenditure, and provide evidence that public R&D expenditure is associated with a
lower level of innovation. The mechanisms behind this finding are not explored. Instead,
it is used to motivate our assumption of an efficiency loss associated with public research
subsidies. Second, we estimate the relationship between firms profits and patent breadth.
We find that patents with a smaller breadth are associated with lower firm profits, and we
use this to motivate our assumption that restrictions on patent breadth reduce the markup charged by innovators. Third, using data on European carbon taxes, we estimate an
empirical upper limit of the carbon tax, which we use as an upper bound on the carbon tax
in our simulation analysis.

2.1

Public vs private R&D

Data
We use annual country level data of public and private R&D expenditure from the OECD
(2020). Due to data limitations on R&D expenditures, our observational level is country-year.
As a measure of innovation, we use patent data from the World Patent Statistical Database
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(2020).17 In our benchmark analysis we use the universe of patent applications registered
at the European Patent Office from 1981 to 2016. We focus on those patents produced in
OECD countries.18 Each patent application is assigned to the country of its applicant (or its
innovator when there is no applicant).19 Figure A1 (in the appendix) shows the evolution
of R&D expenditures in millions of USD (constant 2015 prices) and raw counts of patent
applications for a subset of countries. We see that in certain countries, e.g. the US and the
UK, there is poor correlation between public R&D expenditures and patent activity.
It is unreasonable to assume that all patents are of equal relevance. To account for the
quality each patent we weight each application by a logarithmic transformation of the number
of forward citations.20 Each citation reflects whether the patent of interest is relevant for a
later patent, either by the later patent’s applicant or by a patent examiner. Each application
is assigned to the year of the first filling.21
Empirical strategy and regression results
In order to compare the effectiveness of each type of R&D expenditure on the creation of
new patents, we estimate the following model
P atct = β0 + β1 P ublicR&Dct + β2 P rivateR&Dct + Xct + δc + γt + ct

(1)

where P at refers to the quality-adjusted number of new patents in country c in year t,
either in levels or as log-transformed. P ublicR&D and P rivateR&D refer to total R&D
17

PATSTAT version: Spring 2020.
More concretely, the following countries are included: AU, AT, BE, CL, CA, CN, IS, IL, CZ, DK, EE,
FI, FR, DE, GR, HU, IE, IT, JP, KR, LV, LT, LU, MX, NL, NO, PL, PT, TW, NZ, SK, SI, ES, SE, CH,
TR, GB, US.
19
Whenever there are multiple applicants from different countries, we count them fractionally so that each
applicant is assigned an equal share of the application.
20
That is, each patent application is multiplied by log(1 + #citations).
21
85 % of the patents from 1970 to the present were registered as applications one year after the earliest
filling. Therefore, there is roughly a one year gap between the earliest filing year and application filing year.
Very few applications have the same year and most of the remaining ones have longer time differences.
18
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expenditures funded by the public sector and the private sector, respectively, either in levels
or as log-transformed. X includes controls such as GDP, while δ and γ account for country
and time fixed effects. We wish to test whether β1 = β2 , i.e. a dollar of public R&D funding
has the same effect as private business R&D funding on patenting. We do so using a Wald
test.
Table 1 reports our regression results. The first three columns display log-level regressions,
whereas the last three columns display log-log regressions. The p-values of the Wald test are
shown in the last row. All specifications control for GDP and include time and country fixed
effects. Columns (1) and (4) use contemporaneous R&D expenditures, while columns (2)
and (5) use a one year lag. Columns (3) and (5) measure R&D as the average expenditure
over the previous three years.
Regression results show a consistent pattern in which R&D expenditures, both of public
and private source, are associated with an increase in the number of new patents. More
importantly, the point estimates are systematically larger for private expenditures, compared
to public expenditures. Significance levels are stronger in the log-log regression. Column (6)
shows that a 1 percent increase in the average public R&D expenditures for the previous three
years is associated with a 0.524 percent increase in patenting. Private R&D expenditure
is associate with a larger effect, with a 1 percent increase in private R&D expenditures
associated with a 0.731 percent increase in patenting. We use a Wald test to determine
whether the coefficients are statistically different from each other. The p-values for this test
are reported in the last row ”WT p-value”. Throughout the table, the results for the Wald
test do not allow us to reject that the coefficients are different from each other.
We choose the model specification in column (6) as our preferred specification. By using
the coefficients from column (6), we estimate that there is a 28 percent efficiency loss in
public funding of research (((0.534 − 0.731)/0.731) × 100).
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Table 1: Relationship between patents (log citation-weighted) and R&D expenditure.
Log-levels
(1)
Cont
Public R&D

4.23e-6
(5.8e-6)
Private R&D
1.23e-5***
(4.47e-6)
√
Control (GDP)
√
FE (C)
√
FE (T)
Observations
934
Adj. R-squared
0.972
Clusters
37
WT p-value
0.234

Log-log

(2)
Lag

(3)
M3Lag

(4)
Cont

(5)
Lag

(6)
M3Lag

5.01e-6**
(6.08e-6)
1.06e-5*
(5.05e-6)
√
√
√

3.71e-6
(5.8e-6)
6.79e-6
(5.24e-6)
√
√
√

0.651***
(0.120)
0.728***
(0.161)
√
√
√

0.628***
(0.116)
0.630***
(0.153)
√
√
√

0.524***
(0.110)
0.731***
(0.159)
√
√
√

906
0.973
37
0.370

706
0.977
35
0.566

934
0.990
37
0.740

906
0.989
37
0.994

706
0.989
35
0.291

Note: The dependent variables is the log-transformed number of citation-weighted
patents. Clustered standard errors on country-level in parentheses. All regressions are
weighted by the country average GDP. *** p<0.01, ** p<0.05, * p<0.1.

2.2

Profits and patent breadth

We now present some motivational evidence on the correlation between patent breadth and
firm profits.22 The breadth of a patent can be measured in several different ways.23 We
follow the the most consolidated literature and use the number of claims as a measure of
patent breadth.24 A simple regression of profits on patent breadth may suffer from strong
22

The recent working paper by Hegde, Ljungqvist, and Raj (2020) finds causal evidence of the positive
effect of patent breadth on firm growth. Their analysis is restricted to US start-ups. We add to it by looking
at consolidated innovators.
23
Hegde, Ljungqvist, and Raj (2020) measure patent breadth as the number of claims made in a patent,
while Marco, Sarnoff, and deGrazia (2019) look not only at the number of claims, but also at the length of
the claims.
24
One important caveat is that in our dataset we cannot observe whether claims are dependent or independent. Dependent claims narrow down the scope of independent claims, thus, independent claims are a
better measure of patent breadth.
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endogeneity problems.25 In an attempt to partially address this issue we exploit the changes
in the number of claims in the initial application and the number of claims that have finally
been approved. Thus, we compare patents that had to reduce their number of claims to
patents that did not.
Data and relationship evidence
We use ORBIS database to obtain all northern American and European firms that have
patented at the European Patent Office (EPO) in the last 10 years and from which financial
data is available.
We build a panel dataset at the firm level, which covers the period 2010-2020 and contains
information on yearly profits, turnover and intelectual property. It details the patents owned
by each firm.
Data on patent claims is obtained from PATSTAT database. We use the number of
claims of publication kind A, which correspond to the pre-grant application, and the number
of claims of publication kind B, which correspond to the approved patent [extend to other
publication kind, C,..., as approved patents]. The patent publication number is used to
combine PATSTAT and ORBIS database. Due to disparities in documentation patterns of
both datasets, we are able to merge slightly over 50% of ORBIS patents with PATSTAT
information. However, only a share of them contain explicit claim information. [Find the
exact share]
In order to obtain a measure of the relationship between the two variables of interest, we
regressing the profits (or turnover) on the average change in patent breadth of firms before
and after approval
P rof itsict = β0 + β1 ∆Breadthict + δi + γt + θc t + ict
25

(2)

For instance, firms with higher profits may be able to create larger innovation, thus broader patents. In
addition, the unobserved quality differences across firms can affect patent breadth and firm profits at the
same time(?
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where P rof its represent firm i, from country c in year t profits, ∆Breadth captures the
mean difference between the number of claims of the initial publication and the number
of claims approved (a smaller number reflects that many claims were not approved). The
independent variable is lagged 1 period. We control for firm fixed effects, δ, time fixed effects,
γ, and country time trends.
Table 2 presents the regression results. The dependent variable is log transformed throughout, while the independent variable is in levels in column 1, the share of the non-approved
claims in column 226 and log transformed in columns 3 and 4. Column 4 includes country time
trends. All specifications present a positive relationship, and the log-log specifications are
statistically significant. Column 3 captures that an extra 1% of approved claims is associated
with a 0.032% increase in profits. Note that adding country time trends increases slightly the
point estimate. Overall, we see a general positive relationship, which indicates that goodness
of patent breadth for profits. Of course, this specification does not entirely solve the endogeneity issue. Nevertheless, it motivates our assumption of a positive association between
patent breadth and firm profits.

2.3

European carbon taxes

Our goal is to investigate environmental policy that is both reasonable and feasible. Thus,
we emphasize second-best allocation. We incorporate some constraints into the model that
impede first-best attainment, with one of the restrictions being a cap on the carbon tax. We
use data on current European carbon taxes to obtain an empirical estimate of the current
effective carbon tax, which we will use to cap the carbon tax in the numerical simulations.
Metcalf and Stock (2020) provide an updated list of carbon tax rates for certain European
26

(approved-requested)/requested
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Table 2: Relationship between excess patent breadth and profits/turnover
Profits (log)
∆Breadth

(1)
0.002
(0.002)

∆Breadth(share)

(2)

(4)

0.035***
(0.010)
√
√
7026
34

0.025
(0.025)

∆Breadth (log)
FE (F,T)
C-T Trend
Observations
Clusters

(3)

√

√

0.031***
(0.010)
√

8549
34

2680
30

7026
34

Note: Clustered standard errors on country-level in parentheses. Independent variable is lagged 1 period.
*** p<0.01, ** p<0.05, * p<0.1.

countries and the share of national emissions covered by the tax in 2019.27,28 These numbers
are reproduced in Table A1 (in the appendix), which we have supplemented with data on
GDP, population and CO2 emissions per capita.29
There is a high level of heterogeneity in carbon taxation across countries. E.g. Sweden
charges $129 per ton of CO2 , and the tax covers 40 percent of national emissions, while the
Estonian carbon tax is set at $3.65 per ton of CO2 and covers only 3 percent of national
emissions. Taking each country’s emissions coverage into account, the average European
carbon tax in 2019 was $13.5 per ton of CO2 . Weighting by GDP, the empirical tax becomes
$14 per ton of CO2 , which we will later use as a cap on the carbon tax in the numerical
simulations.30
27

All countries also belong to the EU ETS system (European Trading Scheme), a cap-and-trade system
that regulates the emissions only for certain sectors. The carbon tax implemented at the country level acts
on top of the ETS. We focus solely on the effect of the tax and deliberately ignore the ETS for the time
being.
28
The countries, in chronological order of adoption, are: Finland, Poland, Norway, Sweden, Denmark,
Slovenia, Estonia, Latvia, Switzerland, Ireland, Iceland, United Kingdom, Spain, France and Portugal.
29
GDP and population data are obtained from Eurostat (European Commission, 2020), while CO2 emissions data is obtained from the World Bank (2020).
30
Using population and national CO2 emissions as weights, the European carbon tax becomes $11 and
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We conclude that the data presented above motivates our assumptions of an efficiency
loss in public research funding and of a cap on empirical carbon taxes. In addition, we have
presented evidence on the association between patent breadth and firm profits, with broader
patents associated with higher profits.

3

The model

We consider a closed economy with identical households, a sector producing a final good,
a clean and dirty sector producing the inputs to the final good, and a sector that supplies
machines to the clean and dirty sector. Machines are produced using the final good, and the
quality of the machines is endogenously determined through innovation. Innovation efforts
can be directed either to machines used only in the clean or dirty sector. Emissions from dirty
production have a negative externality by reducing the environmental stock, which in turn
has a negative effect on the level of both clean and dirty production. On the one hand, there
is a standing-on-shoulder effect in knowledge creation with innovations today building upon
the innovations made in the past. On the other hand, there is a crowding-out effect where
an increase in the number of scientists in a sector increases the probability of duplication of
innovations.
The literature has previously found first-best policy response to climate change to be
a combination of a tax on dirty production, a research subsidy to clean innovation, and a
subsidy on the use of all machines in order to remove the static monopoly distortion (see e.g.
Acemoglu et al., 2012). We assume throughout that these policies are in place, but under the
constraints that there is an efficiency loss in the clean innovation subsidy and a cap on the
carbon tax. The subsidy on the use of machines assures that the environmental policy is not
affected by distortions that should be corrected for by competition policy. In addition, we
introduce a restriction on the patent breadth of dirty innovations. We start by presenting the
$9.9 per ton of CO2 , respectively.
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general setting of the model, and then proceed to characterize the decentralized equilibrium.

3.1

General setting

Consumers and final good production
Assuming that time is discrete and runs to infinity, there is a representative household with
a lifetime utility given by
U0 =

∞
X
t=0

1
u(Ct )
(1 + ρ)t

where u(Ct ) is the instantaneous utility of consuming a unique final good at time t, Ct , and
ρ > 0 is the discount rate. We assume the instantaneous utility function is increasing in Ct
(u0 (Ct ) > 0), twice differentiable, concave (u00 (Ct ) < 0), and satisfies lim u0 (Ct ) = ∞.
Ct →0

Households consume a certain quantity of a unique final good that is denoted by Yt .
Since Y is non-fungible, the final good is either consumed contemporaneously or used in
the production of machines as explained below. Identical and perfectly competitive firms
produce the final good by combining a clean and dirty intermediate input

h −1
−1 i −1
Yt = Yct  + Ydt 

(3)

where Yct and Ydt are the clean and dirty inputs, respectively. There is a constant elasticity
of substitution between the inputs given by .
Inputs are classified into clean or dirty depending on which technology they are produced
with. For instance, in the energy sector, clean technologies are those based upon renewable
energy, while dirty technologies refer to the extraction and production of fossil fuel energy,
e.g. hydraulic fracturing. There is no grey technology in the model, i.e. energy-efficiency
technology, nor is there any neutral technology. We assume that the two inputs are gross
substitutes, i.e.  > 1, although the exact degree of substitutability is arguable. For instance,
in the energy sector, issues such as the intermittency problem limit the substitutability of
15

clean and dirty energy.
Intermediate goods production and the environment
Clean and dirty inputs are produced by identical and competitive firms that combine labor
and a unit continuum of different machines, according to
Yjt =

Ω(St )L1−α
jt

Z

1
α
A1−α
jit xjit di

(4)

0

where α ∈ (0, 1) and j indexes the sector, j ∈ {c, d}. Each machine is specific to one of
the two sectors, with Ajit being the quality of machine i used in sector j, and xjit being the
quantity of each machine. Whenever a new innovation takes place in machine i in sector
j, the machine is replaced by a better one, that is, there is drastic innovation. Ljt is labor
input, which is supplied inelastically, and with total labor supply normalized to 1, so the
market clearing condition is
Lct + Ldt ≤ 1
We take the approach of climate damage being multiplicative to intermediate output, that
is, it reduces final production of both clean and dirty intermediates.31 Ωt ∈ [0, 1] is the damage
to production caused by a reduction in the environmental quality, St . Under high levels of
environmental quality, i.e. a high St , damage to production is minimal and Ωt → 1. When
Ωt = 1, the production functions become standard, without climate integration. We follow
Acemoglu et al. (2012) and assume that the quality of the environment evolves according to
a simple difference equation
St+1 = −ξYdt + (1 + δ)St
31

(5)

It is a common assumption in the literature that environmental degradation reduces utility since it
normally makes little difference whether environmental degradation hurts utility or production. In our
model, however, this assumption is no longer innocent because of the efficiency loss associated with public
R&D funding. Assuming that environmental degradation reduces utility instead of production will lead us
to under-estimate the efficiency loss caused by the R&D subsidy for each level of the subsidy.
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where emissions from one unit of dirty production cause a reduction in the environmental
quality by ξ units. However, there is also some degree of regeneration of the environmental
stock over time, with the regeneration rate given by δ. By assumption, St+1 can only take
values in the interval (0, S̄), where S̄ is the maximum environmental quality in absence of
human-induced pollution (in which case, Ωt = 1). The lower bound of the environmental
stock captures the concern that there exists some tipping point in the environmental system,
that once reached, the environmental stock remains permanently depleted, i.e. Ωt = 0 ∀ t.32
The intermediate good firm’s problem is
Z

1

max pjt Yjt − wt Ljt −

Ljt ,xjit

pjit xjit di
0

where pjt denotes the price of the intermediate input of sector j, pjit the price of each machine
of type i in sector j and wt the wage rate, which in equilibrium is the same in both sectors.
The first-order condition for the optimal use of machine i results in the standard demand for
machines

xjit =

αΩ(St )pjt
pjit

1
 1−α

Ajit Ljt

with demand increasing in the level of technology,in the amount of labor in the sector, and in
environmental quality. Similarly, the demand for labor is given by the first-order condition
with respect to Ljt
(1 −

α)pjt Ω(St )L−α
jt

Z

1
α
A1−α
jit xjit di − wt = 0

(6)

0

resulting in the wage rate
wt = (1 − α)Ω(St )pjt
32

Yjt
Ljt

Mathematically, this means that St+1 = min{maxh−ξYdt + (1 + δ)St ; 0i; S̄}.
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(7)

Production of machines and patent policy
Machines are produced by monopolists. The monopolist of machine i in sector j is endowed
with a certain level of technology, Ajit , which she takes as given. In order to produce one
unit of a machine it takes ψ units of the final good. Her maximization problem is
max (pjit − ψ(1 − zj ))xjit

pjit ,xjit

(8)

where zj denotes the subsidy to correct for the static monopoly distortion in sector j.33 The
producers of machines are subject to the demand for machines of the intermediate good
producer. The maximization problem results in the following price of a machine

pijt =

ψ(1 − zj )
α

Hence, the unconstrained monopolist charges a constant mark-up, 1/α, above the marginal
cost of producing the machine.34 Given the subsidy, from the point-of-view of the intermediate good producer, the price of machines is equal to the marginal cost, i.e. pjit = ψ, resulting
in the following demand

xjit =

αΩ(St )pjt
ψ

1
 1−α

Ajit Ljt

(9)

While most of the previous literature has (implicitly) assumed that monopolists are able
to fully protect their innovations, we introduce a policy that regulates the patent breadth,
meaning the share of a patent that is given monopoly rights.35 Motivated by the literature,
we implement reduced patent breadth by placing a cap, µ, on the mark-up charged for dirty
33

We subtract the subsidy on machines, zj , from the marginal cost in order to take into account that the
demand the monopolist faces is the one of the subsidized price. Alternatively, we couldR add the subsidy to
1
the maximization problem of the intermediate producers, i.e. max pjt Yjt − wt Ljt − 0 pjit (1 − zj )xjit di.
Ljt ,xjit

Mathematically, these two approaches are equivalent.
34
Note here that the marginal cost of producing one machine takes into account the subsidy, zj , to the use
of machines in sector j. In the case of the unconstrained monopoly price, it is straightforward to see that in
order to eliminate the static monopoly distortion, the subsidy must be equal to 1 − α.
35
For exceptions, see footnote 3.
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machines. This captures in a simple way that under monopoly with reduced patent protection, the monopolist of a dirty machine must charge a lower price than the unconstrained
monopoly price.
Under monopoly with patent policy, the monopolist charge the following price

B
pM
ijt =



ψ

if j = c

α

(10)


µ ψ

α

if j = d

Since µ measures the patent breadth, and thus the extent of the monopoly mark-up, it takes
values in the interval [α, 1]. Under µ = 1, the full mark-up is granted, that is, the firm is
able to register the totality of the innovation at the patent office and protect it fully. Under
µ = α, the monopolist cannot register the innovation, not even partially, at the patent office,
and must sell the machine at the marginal cost.36 A smaller patent breadth, i.e µ closer to α,
reduces the price of the machine, and consequently, the profits of the monopolist.37 Notice
that for µ < 1, the subsidy required to the use of machines is smaller.
Under this assumption, inserting for the price from Eq. (10) and the demand for machines
from Eq. (9), the per-period profit of a producer of a clean machine is

πcit

α
  1−α
1
α
= (1 − α)
(Ω(St )pct ) 1−α Acit Lct
ψ

(11)

while the per-period profit of a producer of a dirty machine is

πdit

α
  1−α
1
α
= (µ − α)
(Ω(St )pdt ) 1−α Adit Ldt
ψ

(12)

with πdit increasing in the value of µ. The stricter the policy, i.e. smaller patent breadth,
36

Notice that when µ < α, the innovator mus set the price below the marginal cost. We ignore this trivial
case.
37
In addition, with reduced patent breadth, the subsidy required to equate the price of a dirty machine
with its marginal costs is also reduced. More specifically, while zc = 1 − α, we now have that zd = 1 − α
µ.
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the lower the profits of the dirty producer.
Innovation and allocation of scientists
The productivity of each intermediate good is represented by a quality ladder. Individual
scientists choose whether to work in the clean or dirty sector, being equally capable of working
in both sectors. The total amount of scientists in each period is normalized to 1, such that
sct +sdt ≤ 1, where sjt denotes the mass of scientists working in sector j. Once scientists have
decided in which sector to innovate, they are randomly allocated to a specific machine within
that sector. Their scientific effort is successful with probability ηj ∈ (0, 1).38 If a scientist is
successful, she will earn profits by receiving a patent for one period39 , which implies that she
will become the monopolist producer of the latest version of that machine. In sectors where
scientists have not been successful, the patent right is randomly allocated to an entrepreneur.
Successful innovations cause an increase in the productivity of the technology by a factor γ,
so if there is a successful innovation in a machine, technological progress is given by
Ajit+1 = (1 + γ)Ajit
If the innovation is not successful, the productivity of that type of machine remains at the
same level as last period, Ajit+1 = Ajit .
The aggregate (and average) machine quality in sector Ajt is denoted by
Z

1

Ajt =

Ajit di
0

38

Notice that if we make the plausible assumptions that profits are increasing in the productivity of the
machine, i.e. πjit = Ajit (pijt − ψ) xijt , while the probability of innovating is decreasing in the productivity of
ηj
the machine, i.e. Aijt
, scientists become indifferent with regards to which machine to choose. Mathematically,
this would be equivalent to our assumption that scientists only choose sector and not the specific machine.
39
This assumption allows us to reduce the innovation problem to a static one in the decentralized economy.
See Greaker, Heggedal, and Rosendahl (2018) for the case where innovators remain the incumbent until
replaced by entrants.
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Since scientists are unable to choose the specific machine, their decisions will be based on
the average machine quality of each sector. We assume decreasing returns to scientific labor
(see Greaker, Heggedal, and Rosendahl, 2018), which accounts for duplication by scientists,
i.e. more than one scientist might have the same successful innovation in a given period.
This stepping-on-toes effect is represented by decreasing returns to scientific labor in each
sector, sσjt , with σ ∈ (0, 1). The probability of making a new innovation is thus given by
ηj sσjt , resulting in the following evolution of the average quality of machines in a sector
Ajt = (1 + ηj sσjt γ)Ajt−1

(13)

Aggregating over the quality of machines in sector j in Eqs. (11) and (12), the expected
profits of a scientist engaged in clean research is given by

Πct = (1 +

qt )ηc sσ−1
ct (1

α
  1−α
1
α
+ γ)(1 − α)
(Ω(St )pct ) 1−α Act−1 Lct
ψ

and in dirty research

Πdt =

ηd sσ−1
dt (1

α
  1−α
1
α
(Ω(St )pdt ) 1−α Adt−1 Ldt
+ γ)(µ − α)
ψ

σ−1
where ηj sjt
is the average productivity of a single scientist entering sector j.40 Note that

in the clean sector, innovators are given a subsidy equal to a share qt of the private value of
undertaking research.
The expected profit of engaging in research in the clean sector relative to the dirty sector
40

Note that we divide the probability of success by the amount of scientists in a sector. Because there
is decreasing returns to the number of scientists in each sector, the solution for the allocation of scientists
differs from the corner solutions found in Acemoglu et al. (2012).
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is given as:
ηc
Πct
= (1 + qt )
Πdt
ηd



sct
sdt

σ−1

1
  1-α
pct
1−α
×
×
×
µ−α
pdt
| {z }
| {z }

patent policy
effect

price
effect

Lct
Ldt
|{z}

market size
effect

×

Act−1
Adt−1
| {z
}

(14)

direct productivity
effect

Notice first that because of decreasing returns to scientific effort in a sector, the relative
expected profit of clean research decreases in the ratio of clean to dirty scientists. The
remaining expression summarizes four additional effects. Starting from the right, first, there
is a direct productivity effect that incentives innovation towards the more advanced sector.
Second, the market size effect directs innovation towards the sector with higher employment.
Third, the price effect directs innovation towards the sector with higher price. While these
three effects are common in the literature, the fourth effect, which we have labelled as the
patent policy effect, is novel. When dirty technology receives less protection by patents,
the relative expected profit of clean research becomes a function of the policy parameter µ.
Given that µ ∈ [α, 1], the denominator is weakly lower than the numerator, which implies
higher relative profits for the clean sector under lower values of µ. As discussed above, µ
simply reflects the size of the mark-up over the competitive price that the government allows
innovators in dirty technology to keep through reduced patent protection. Reducing patent
protection on dirty technology thus increases the relative profitability of clean innovation.
The equilibrium allocation of scientists in the decentralized economy is determined by
equality between the expected profits in the two sectors
Πct = Πdt

22

Or, equivalently
1
h
i 1−σ
1
sct
= ηc (1 + qt )(1 − α) (pct ) 1−α Act−1 Lct
1 − sct
−1
 1−σ

1
1−α
× ηd (µ − α)pdt Adt−1 Ldt

(15)

Notice that we have substituted for sdt = 1 − sct . If this equality does not hold, it is optimal
for scientists to move to the more rewarding sector. Eq. (15) thus implicitly defines the
equilibrium allocation of scientists.
Market clearing
We follow the literature by assuming that the tax levied on the price of the dirty input and
public funding of clean innovation are financed through lump-sum transfers.41 However, we
assume that the transfer associated with the clean research subsidy is subject to a government
inefficiency, and that only a share, 1 − d, is rebated back to consumers. The market clearing
condition for final goods becomes
Z

1

C t = Pt Y t − ψ

Z

1

xdit di − dqt Πct )

xcit di +
0


(16)

0

where xjit represents the amount of machines of type i and sector j that is supplied to the
intermediate sectors and ψ is the cost of producing one machine of each type in terms of the
final good. The government can induce more research in clean technology by increasing the
private value of clean research, Πct , by a share qt , albeit, by doing so, the government incurs
an efficiency loss equal to a share d of the total cost of public funding of clean research.
41

In addition, the subsidy on the use of machines in sector j, zj , is also financed lump-sum.
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3.2

Characterization of the decentralized equilibrium

We next characterize the decentralized equilibrium of the economy in second-best. The
definition of equilibrium is standard. Motivated by the discussion in section 2, we assume a
cap on the carbon tax that policy makers can implement, so that τt ≤ τ̄ ∀ t, and an efficiency
loss in public funding of research equal to d. Note that by removing these constraints,
the decentralized equilibrium corresponds to the solution of the social planner’s problem,
previously characterized by the literature (see e.g. Acemoglu et al., 2012). In the numerical
simulations, first-best will serve as a baseline to which we can compare outcomes in secondbest with.
We normalize the price of the final good to 1. Every period, the final producer has to
pay a tax, τt , for the price of the dirty input. The maximization problem of the final good
producer is
max Yt − pct Yct − pdt (1 + τt )Ydt

Yct ,Ydt

Taking the ratio of the first-order conditions with respect to Yct and Ydt , we obtain the relative
price of the clean input
pct
=
pdt (1 + τt )



Yct
Ydt

− 1
(17)

which is decreasing in the relative supply. The normalization of the price of the final good
implies that the price index of the clean and dirty good is given as
1−
p1−
=1
ct + (pdt (1 + τt ))

(18)

Recall the demand for machines in Eq. (9) by the intermediate goods producers. Since
the subsidy on the use of machines in sector j, zj , corrects for the monopoly distortion, the
price of machines that the producers of intermediate goods face is equal to the marginal cost,
i.e. pjit = ψ. Inserting for demand from Eq. (9) into the production functions in Eq. (4),
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clean and dirty production becomes
α
  1−α
α
1
α
Ω(St ) 1−α pct1−α Lct Act
Yct =
ψ

α
  1−α
α
1
α
1−α
and Ydt =
Ω(St ) 1−α pdt
Ldt Adt
ψ

(19)

We can now combine the first-order condition with respect to labor of the intermediate
producer in Eq. (7) with the demand for machines in Eq. (9), in order to obtain the following
expression of the relative price of the clean good as a function of the technology levels
pct
=
pdt



Act
Adt

−(1−α)
(20)

It is thus the relatively less developed intermediate input that is also the relatively more
expensive input. Combining this expression for the relative price of the clean good with the
price index in Eq. (18), the prices of the clean and dirty good can be expressed as functions
of the technology levels and the carbon tax
pct =

A1−α
dt
1

[Aϕct (1 + τt )1− + Aϕdt ] 1−

and pdt =

A1−α
ct
1

[Aϕct (1 + τt )1− + Aϕdt ] 1−

(21)

where ϕ = (1 − α)(1 − ).
Combining the relative price of the clean good in Eqs. (17) and (20) with the expressions
for clean and dirty production in Eq. (19), the relative labor share of the clean good can be
expressed as
Lct
=
Ldt



pct
pdt (1 + τt )

− 

Act
Adt

−(1−α)
(22)

By inserting for the relative price of the clean good from Eq. (21), we obtain an expression
for the relative labor share of the clean good as a function of technology levels and the carbon
tax
Lct
=
Ldt



Adt
Act

ϕ

(1 + τt )

(23)

Since  is positive, a higher carbon tax increases the market share of the clean good by
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increasing the labor share used in clean production. By combining the relative labor share of
the clean good with the market clearing condition in the labor market, i.e. Lct + Ldt ≤ 1, the
labor shares of the clean and dirty good can also be expressed as functions of the technology
levels and the carbon tax
Aϕct
and Ldt = ϕ
Act + Aϕdt (1 + τt )

Aϕdt (1 + τt )
Lct = ϕ
Act + Aϕdt (1 + τt )

(24)

Recall the expression for the profits in the clean sector relative to the dirty sector in Eq.
(14). Inserting for the relative labor share and the relative price of the clean good from Eqs.
(23) and (20) we obtain the following expression for the relative profit of innovating in the
clean sector
ηc
Πct
= (1 + qt )
Πdt
ηd



sct
sdt

σ−1

1−α
µ−α



Adt
Act

ϕ+1

(1 + τt )

Act−1
Adt−1

Inserting for the evolution of technology from Eq. (13), the relative expected profits from
clean research is expressed as a function of the share of clean scientists, technology levels and
the policy instruments
Πct
ηc
= (1 + qt )
Πdt
ηd



sct
sdt

σ−1

1−α
µ−α



1 + γηc sct
1 + γηd sdt

−ϕ−1
(1 + τt )





Act−1
Adt−1

−ϕ
(25)

Clean and dirty production are found by inserting for price and labor from Eqs. (21) and
(24) in the expressions for intermediate outputs in Eq. (19)

Yct = ζt

α+ϕ
(1 + τt )
Act Adt
α

(Aϕct (1 + τt )1− + Aϕdt ) ϕ (Aϕct + Aϕdt (1 + τt ) )
and Ydt = ζt

where ζt =

α
  1−α

α
ψ

Aα+ϕ
ct Adt
α

(Aϕct (1 + τt )1− + Aϕdt ) ϕ (Aϕct + Aϕdt (1 + τt ) )

(26)

1

Ω(St ) 1−α . Production of the final good is found by inserting for clean

and dirty production from Eq. (26) into the production function for the final good in Eq.
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(3)
Yt = ζt

Act Adt (1 + τt )
(Aϕct (1 + τt )1− + Aϕdt )

α+(1−α)
ϕ

(27)

(Aϕct + Aϕdt (1 + τt ) )

Consumption is given by the budget restriction in Eq. (16). Inserting for total production,
total machine use and profits from clean innovation from Eqs. (27), (9), (11), and (12),
consumption is expressed as a function of the technology levels and policy instruments
Ct = ζ

Act Adt
1

(Aϕct (1 + τt )1− + Aϕdt ) ϕ


1−α+

Aϕct τt − qt dAϕdt
Aϕct + Aϕdt (1 + τt )


(28)

In absence of environmental policy, a share of 1 − α of the final good is used for consumption.
Introducing the carbon tax, τt , affects consumption by reducing dirty production, thus reducing environmental degradation. The last term in the bracket is the reduction in consumption
caused by the efficiency loss in public funding of clean research.
The decentralized equilibrium has been solved as a function of clean and dirty technology
levels, the carbon tax, τt , the clean research subsidy, qt , and the patent policy parameter,
µ. Assuming that the carbon tax is initially zero, using the solutions for clean and dirty
production from Eq. (26), initial clean and dirty productivity are given by
Yc0
Ac0 =
ζ


1+

Yc0
Yd0

! α+ϕ
 1−
ϕ

and Ad0

Yd0
=
ζ


1+

Yd0
Yc0

! α+ϕ
 1−
ϕ

(29)

Initial technology levels, Ac0 and Ad0 , are thus pinned down by initial clean and dirty
production, Yc0 and Yd0 . Given the initial technology levels, the model can be simulated by
updating productivity according to Eq. (13) and the environmental quality according to Eq.
(5). The allocation of scientists is implicitly pinned down by Eq. (25).

27

4

Numerical analysis of second-best

In the presence of an efficiency loss in public research funding and a cap on the carbon
tax, it is no longer possible to analyse optimal regulation using the first-order conditions
of the social planner’s problem. In this section we analyze second-best policy responses by
numerically simulating the planner’s problem under these constraints. We start by defining
the regulator’s problem, we then parameterize the model, and finally, we offer simulation
results for second-best policy.

4.1

The planner’s problem

We assume a CRRA utility function
u(Ct ) =

Ct1−ν
1−ν

The social planner’s problem is to choose a path for the carbon tax and share of scientists
in the clean sector that maximizes discounted consumption, with consumption equal to final
good production, net of what is used up in producing machines and the efficiency loss in
public research funding. Inserting for the budget restriction from Eq. (16) into the utility
function, the maximization problem becomes

max U =
τt ,st

T
X
t=0

1
(Yt − ψ(Xct + Xdt ) − dqt Πct )1−ν
(1 + ρ)t
1−ν

s.t. τt ≤ τ̄ ∀ t
In the previous section, we showed how Yt , Xct , Xdt and Πct evolve as functions of the
technology levels, environmental stock and policy instruments. Furthermore, the technology
levels evolve as functions of the share of clean scientists, while the environmental stock evolves
as a function of dirty production.
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4.2

Parameter selection

One period in our model is set to 5 years, and we simulate the model for 80 periods, i.e. 400
years. We follow Acemoglu et al. (2012) by setting ν = 2 to match Nordhaus’ intertemporal
elasticity of substitution, the machine share of national income to α = 1/3, the per annum
probability of making an innovation to ηc = ηd = 0.02, and the quality step to γ = 1.
Although it is commonly accepted that there are decreasing returns in the innovation process,
there is little empirical evidence on the exact magnitude of this effect. We follow Greaker,
Heggedal, and Rosendahl (2018) and assume that σ = 0.7.42
In order to initialize the simulations, we compute the initial technology levels one period
prior to the simulation runs, Ac,−1 and Ad,−1 (recall Eq. (29)). Initially, there is no environmental policy in place. However, we assume that the monopoly distortion has already
been corrected for by the subsidy to machines in sector j, zj , and that this subsidy is present
throughout. The initial productivity levels are estimated using the observed production of
fossil and non-fossil fuel in the world primary energy supply from 2002 to 2006 from Acemoglu
et al. (2012).
A reduction in the environmental stock, St , causes an increase in the global mean temperature, which results in economic damage. Thus, Ω(St ) can be written as Ω(∆(S)), where ∆
is the increase in the mean temperature above its pre-industrial level in degrees Celsius. In
order to map changes in the environmental stock to changes in the global mean temperature,
we use the following logarithmic function of atmospheric CO2 concentration measured in
parts per million (ppm)

∆(S) = 3 log

CCO2
280


/ log(2)

where 280 is the pre-industrial CO2 concentration in ppm and CCO2 is the current concentration. This mapping implies that a doubling of the pre-industrial atmospheric carbon stock
leads to a 3◦ C increase in the mean temperature. We follow Acemoglu et al. (2012) and
42

Acemoglu et al. (2016) estimate a lower ω, and set it equal to 0.5 in their baseline analysis.
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define an environmental disaster as an increase in temperatures equal to ∆disaster = 6◦ C. We
therefore set St = CC02,disaster − max{CC02 , 280}, where CC02,disaster is the atmospheric CO2
concentration corresponding to ∆disaster . Since the mean temperature has already increased
above its pre-industrial level, we set the initial environmental quality, S0 , to correspond to
an atmospheric concentration of 379 ppm.43
In order to update the environmental stock as a function of dirty production, we use
the estimates of ξ and δ from Acemoglu et al. (2012). They estimate ξ from the observed
value of Yd and annual emissions of CO2 between 2002 and 2006, while they choose δ so that
only half of the amount of emitted carbon contributes to the increasing atmospheric CO2
concentration.
In Acemoglu et al. (2012), global warming is related to economic damages by the following
function
Ω(∆(S)) =

(∆disaster − ∆(S))λ − λ∆λ−1
disaster (∆disaster − ∆(S))
(1 − λ)∆λdisaster

The damage function is calibrated to match damages from Nordhaus’ DICE model for increases in the mean temperature up to 3◦ C, which leads to a value of λ = 0.1443. The
damage function converges to zero when global warming converges to the disaster level.
In section 2, we estimated an efficiency loss in public research funding of 28 percent and
a European carbon tax of $14 per ton of CO2 . However, in our model, the carbon tax is
defined as a share of the price on the dirty input. We therefore estimate the cap on the
carbon tax as follows. First, we calculate the average consumption share and price of the
three main fossil fuels (coal, natural gas and oil) in Europe in 2014-2018, using data from BP
(2019) (see Table A2 in the appendix). Second, since there is not a one-to-one relationship
between dirty production and emissions, we adjust the carbon tax by multiplying it with the
carbon content of European fossil fuel consumption. Third, in order to convert the carbon
tax to a share of the price of the dirty good, we divide the adjusted carbon tax with the price
43

More specifically, we set the initial environmental stock equal to CC02,disaster − 379. The environmental
quality is therefore best viewed as the remaining carbon budget until we reach ∆disaster .
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of fossil fuel consumption.44,45 Following these steps, we obtain a measure of the carbon tax
as a share of the price of the dirty good equal to τ̄ = 0.115. The cap on the carbon price
used in the numerical simulations is thus 11.5 percent of the price of the dirty input.
While it is obvious that clean and dirty inputs must to some extent be substitutes, there
is little empirical evidence on the magnitude of the elasticity of substitution. Furthermore,
there is also a large debate in the literature regarding the appropriate discount rate. We
simulate the model using a mid-range estimate of the elasticity of substitution,  = 3, and
for a per annum discount rate equal to Nordhaus’ choice of ρ = 0.015.

4.3

Results

As mentioned, we use  = 3 and ρ = 0.015 in our baseline analysis. For transparency, we first
present the simulation output for when there is a 28 percent efficiency loss in public research
funding, but no cap on the carbon tax. We then present simulation output for when we add
the restriction that the carbon tax cannot exceed 11.5 percent of the price of the dirty input.
While the model has been simulated for 400 years, simulation outputs for only the first 200
years are shown. We conclude with a discussion on the welfare implications of combining
environmental policy with patent policy in second-best.
No cap on the carbon tax
Figure 1 shows economic and environmental outcomes for second-best policy. For comparison,
the plots also show the optimal environmental policy and outcomes in first-best, i.e. in
absence of an efficiency loss in public research funding (solid gray line). In first-best, the
optimal carbon tax is steadily increasing over the first two centuries, and stays at high levels
44

The carbon content is a weighted average of the fuel-specific carbon content, while the price is a weighted
average of the fuel-specific prices. The weights are consumption shares.
nitYd )
45
More specifically, we estimate the cap on the carbon tax as τ̄ = τEU ($/tonCO2)∗CC(tonCO2/U
, where
Pd ($/U nitYd )
τEU is the European carbon tax, CC is the carbon content of fossil fuel consumption, and Pd is the price of
of European fossil fuel consumption. U nitYd is measured in million Btu.
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(≈ 80 percent) throughout the simulation period. There is also a gradual increase in the
clean innovation subsidy, peaking after 50 years at around two times the private value of
clean innovations. The subsidy is then gradually phased out. Despite the large carbon tax
and clean innovation subsidy, the transition to clean technology is slow. It takes a 100 years
for most scientists to have transitioned to the clean sector, and it takes twice that time for
dirty inputs to be completely substituted by clean inputs. The long transition period causes
a large increase in the temperature, almost reaching the disaster level of 6◦ C.
Introducing the efficiency loss in public research funding causes a trade-off between the
carbon tax and the clean innovation subsidy. In second-best, the carbon tax must tackle not
only the externality in dirty production, but also the externality in clean innovation. When
no restrictions are placed on the patent breadth of dirty innovations, i.e. µ = 1 (dashed
gray line), there is a reduction in the clean innovation subsidy, which now peaks at a lower
level and remains in place for a shorter period of time. The reduced reliance on the clean
innovation subsidy causes a sharp increase in the carbon tax, which starts at a level several
times higher than in first-best. Once the subsidy is phased out, the carbon tax converges
back to its path in first-best. At first, the higher carbon tax causes an increase in the ratio
of clean to dirty inputs above its path in first-best. However, the reduced innovation subsidy
slows down the transition of scientists to the clean sector, thus reducing clean productivity
growth. The net effect is a delay in the transition from dirty to clean inputs in the long-run.
Restricting the patent breadth of dirty innovations, i.e. reducing µ, causes the carbon
tax to become closer to its path in first-best. Since a reduced mark-up on dirty technology
increases the relative profitability of clean innovation, there is less need for the carbon tax to
correct for the externality in clean innovation. When µ = 0.4 (dashed red line), the carbon
tax coincides with its path in first-best. The reduced mark-up on dirty technology also
reduces the need for the clean innovation subsidy, which becomes smaller for all µ compared
to first-best. In fact, for µ = 0.4, when the mark-up is close to the competitive price (recall
that µ is bounded below by α = 1/3), the subsidy becomes initially negative. Because of the
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Figure 1: First-best and second-best policy for  = 3 and ρ = 0.015. In second-best, the
model is simulated for different caps (µ) on the price of dirty machines. Dotted line indicates
a carbon tax equal to the 11.5 percent on the price of the dirty input. The carbon tax is not
capped.
low elasticity of substitution, it is preferable with a delay in the clean technology transition
until clean technology has become more productive. When the price of dirty technology is
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closer to the competitive price, the relative profitability of clean innovation becomes too high,
and clean innovation must instead be taxed.
In general, when the elasticity of substitution is low, the economy cannot easily transition
to clean technology, causing a large increase in the temperature above its pre-industrial
level. This is true for both first-best and second-best environmental policy. Introducing
an efficiency loss in public research funding causes an increased reliance on the carbon tax
and decreased use of the clean innovation subsidy, which results in a delay in the clean
technology transition. Reducing the mark-up on dirty technology causes the transition to
clean technology in innovation and production to become closer to their paths in first-best,
but at a lower carbon tax and clean innovation subsidy than in first-best. In fact, when the
monopoly mark-up in dirty technology is severely restricted, i.e. µ = 0.4, clean innovation
becomes too profitable and must instead be taxed.
With cap on the carbon tax
In Figure 1, the carbon tax in both first-best and second-best far exceeds the 11.5 percent cap
that was calculated using current European carbon taxes. Figure 2 shows how the previous
analysis changes when there is both an efficiency loss in public research funding and the
carbon tax is capped at 11.5 percent. Note that first-best in Figure 2 does not refer to the
same first-best as in Figure 1. Instead, it refers to the environmental policy when there is no
efficiency loss in public research funding, but the carbon tax is still capped.
In absence of an efficiency loss in public research funding (solid gray line), the carbon tax
quickly increases and reaches the cap, where it remains throughout the simulation period.
The capped carbon tax causes the need for an even higher clean innovation subsidy than
before. Although the subsidy starts at a high level, it continues to increase, and peaks at
eight times the private value of clean innovation. The high innovation subsidy has induced
most scientists to transition to the clean sector by the end of the first century. Despite the
low carbon tax, dirty inputs are eventually substituted by clean inputs. In the meantime,
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Figure 2: First-best and second-best policy for  = 3 and ρ = 0.015. In second-best, the
model is simulated for different caps (µ) on the price of dirty machines. Dotted line indicates
a carbon tax equal to the 11.5 percent on the price of the dirty input. The carbon tax is
capped.
however, the increase in temperature is close to the disaster level.
When there is both an efficiency loss in public research funding and a cap on the carbon
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tax, we find a similar trade-off as before between the carbon tax and research subsidy. When
the patent breadth of dirty innovations is not restricted, i.e. µ = 1 (dashed gray line), the
carbon tax becomes equal to the cap throughout the simulation period. Although the clean
innovation subsidy starts at the same level as in first-best, it never approaches the peak
level of the subsidy in first-best and it is phased out earlier. The smaller subsidy to clean
innovation causes a delay in the transition of scientists to the clean sector, thus reducing
clean productivity growth. Despite the increase in the carbon tax, the net effect is a delay
in the substitution from dirty to clean inputs in production.
As before, when restricting the patent breadth of dirty innovations, the carbon tax becomes closer to its path in first-best, while the clean innovation subsidy is reduced. When
µ = 0.6 (dashed green line), the carbon tax is close to its path in first-best, and clean innovation is given only a small subsidy during a short period of time. Again, the subsidy
becomes initially negative when µ = 0.4 (dashed red line). When there is both an efficiency
loss in public funding of research and a cap on the carbon tax, reducing the patent breadth
of dirty innovations causes the transition to clean technology in innovation and production
to become closer to their paths in first-best. This is achieved at a lower carbon tax and clean
innovation subsidy compared to when patent policy is not used, i.e µ = 1.
Welfare analysis of patent policy in second-best
Table 3 shows the welfare costs of second-best and the welfare gains from combining environmental policy with patent policy. The two first columns show the welfare implications of
second-best when there is only an efficiency loss in public research funding, while the two
last columns show the welfare implications for when there is also a cap on the carbon tax.
Welfare costs are measured as the equivalent percentage increase in per-period consumption
that would be required to make consumers as well-off as in first-best. The table shows that
consumers experience a substantial welfare reduction in second-best. When there is only
an efficiency loss in public research funding, consumers would require a 4.9 percent increase
36

in per-period consumption in order to be equally well-off as in first-best.46 When there is
also a cap on the carbon tax, consumers would require a 14.7 percent increase in per-period
consumption to be equally well-off.
There is a substantial reduction in the welfare costs when environmental policy is combined with patent policy. When there is only an efficiency loss in public research funding,
restricting the monopoly mark-up on dirty technology to 60 percent of the monopoly price
implies a welfare cost of only 0.6 percent. This implies a recovery of 88 percent of the welfare cost when patent policy is not used, i.e. µ = 1. Even when there is also a cap on the
carbon tax, 88 percent of the welfare cost can be recovered by restricting the the monopoly
mark-up on dirty technology to 60 percent of the monopoly price. However, the welfare gain
is smaller when the the monopoly mark-up on dirty technology is restricted to 40 percent.
When there is both an efficiency loss in public research funding and a cap on the carbon tax,
77 percent of the welfare cost is recovered, while only 4 percent is recovered when there is
only an efficiency loss in public research funding. The reason for this smaller welfare gain
is the negative subsidy on clean innovation required to slow down the transition to clean
technology when µ = 0.4.

5

Robustness

In this section we check the sensitivity of our main results to a higher elasticity of substitution
between clean and dirty technology and a lower discount rate.

5.1

High elasticity of substitution

The low elasticity of substitution between clean and dirty inputs in our baseline analysis
caused the need for a high carbon tax and clean innovation subsidy in order to facilitate the
transition to clean technology. Despite the high tax and subsidy, global warming is limited
46

Note that in our simulations, one period is five years.
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Table 3: Welfare costs of second-best and gains from patent policy.
Parameter choice:
Elasticity of substitution ()
Discount rate (ρ)
Second-best definition:
Efficiency loss public R&D
Carbon tax cap

3
0.015

3
0.015

Y
N

Y
Y

(1)
(2)
(3)
(4)
%Consumption %gain %Consumption %gain
No patent policy (µ = 1)
µ = 0.8
µ = 0.6
µ = 0.4

4.9
2.1
0.6
4.7

57
88
4

14.7
7.4
1.8
3.4

49
88
77

Note: %Consumption refers to percentage loss in consumption-equivalent welfare
relative to first-best. %gain refers to percentage increase in consumption-equivalent
welfare relative to second-best without patent policy.
to just below the assumed disaster level of 6◦ C in both first-best and second-best. Figure
3 shows how the analysis changes when we assume a higher elasticity of substitution equal
to  = 10 for when there is both an efficiency loss in public research funding and a cap on
the carbon tax. For comparison, the plots also show the optimal environmental policy and
outcomes in first-best, i.e. in absence of an efficiency loss in public research funding and cap
on the carbon tax (solid gray line).47
A higher elasticity of substitution has a dramatic effect on the optimal environmental
policy. The optimal carbon tax becomes modest, starting at only 1 percent of the price of
the dirty input, and is then phased out within 75 years. Clean innovation is initially given a
subsidy equal to five times the private value of clean innovation. However, it too is quickly
phased out. The carbon tax and clean innovation subsidy are able to induce most scientists to
the clean sector and switch production from dirty to clean inputs within the span of just a few
47

Notice that when  = 10 and ρ = 0.015, first-best policy is the same whether the 11.5 percent cap is
imposed on the carbon tax or not, as the cap is not binding.
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decades. Thus, sustained growth in consumption is achieved with only little environmental
damage.

Figure 3: First-best and second-best policy for  = 10 and ρ = 0.015. In second-best, the
model is simulated for different caps (µ) on the price of dirty machines. Dotted line indicates
a carbon tax equal to the 11.5 percent on the price of the dirty input. The carbon tax is
capped.
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Moving to second-best, i.e. introducing the efficiency loss in public research funding and
placing the cap on the carbon tax, has the same effect on environmental policy as before
(dashed gray line). There is a large reduction in the initial subsidy rate and it is phased
out twice as fast than in first-best. The reduced subsidy causes an increase in the carbon
tax. The cap, however, becomes binding, causing the tax to equal the cap for the first few
decades, before converging back to its path in first-best.48
Restricting the patent breadth of dirty innovations causes a convergence of the carbon
tax to its path in first-best. When µ = 0.4 (dashed red line), the carbon tax almost coincides
with its path in first-best. The clean innovation subsidy, on the other hand, becomes smaller
for all µ. As before, when µ = 0.4, the subsidy becomes initially negative. However, the tax
on profits from clean innovation is small and only in place for a few years.
Combining environmental policy with patent policy allows for a transition to clean technology in innovation and production closer to their paths in first-best. Thus, our main finding
from the baseline analysis is robust to a higher elasticity of substitution. Nevertheless, the
elasticity of substitution matters for how much the monopoly mark-up on dirty technology
should be restricted. Restricting the monopoly mark-up on dirty technology speeds up the
transition to clean technology, which is desirable when the elasticity of substitution is high.
In general, a lower µ is therefore preferred when  = 10 than when  = 3.

5.2

Low discount rate

The high discount rate in our baseline analysis caused consumers to prefer high consumption
today, causing a delay in the clean technology transition. With a lower discount rate, it
becomes optimal to reduce emissions early on in order to limit environmental damage to
future production. This can be seen from Figure 4, which reproduces our baseline analysis
48

Although the reduced innovation subsidy causes the transition of scientists to the clean sector to slow
down, the increased carbon tax causes the transition to clean inputs in production to speed up. The net effect
is a smaller peak in the temperature increase. Consumers, however, would prefer a slightly higher increase
in temperatures in order to have a higher growth in consumption.
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when using a lower discount rate equal to Stern’s choice of ρ = 0.001.

Figure 4: First-best and second-best policy for  = 3 and ρ = 0.001. In second-best, the
model is simulated for different caps (µ) on the price of dirty machines. Dotted line indicates
a carbon tax equal to the 11.5 percent on the price of the dirty input. The carbon tax is
capped.
Comparing first-best in Figure 4 with first-best in Figure 1 (solid gray lines), we see that
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a lower discount rate causes the social planner to immediately subsidize clean innovation.49
This induces more scientists to the clean sector, which speeds up clean productivity growth.
Since clean technology has become more productive, the carbon tax does not need to be quite
as high in the future in order to switch production from dirty to clean inputs.
As before, in second-best, there is substitution away from subsidizing clean innovation
to pricing carbon (dashed gray line). Since the cap on the carbon tax becomes binding,
there is still a substantial subsidy given to clean innovations. Nevertheless, the reduced clean
innovation subsidy causes a delay in the transition of scientists to the clean sector. Despite
the increase in the carbon tax, the reduced growth in clean productivity causes a delay in
the transition from dirty to clean inputs in production.
Limiting the monopoly mark-up on dirty technology improves second-best outcomes by
speeding-up the transition of scientists to the clean sector. The higher productivity growth
in the clean sector causes a faster transition from dirty to clean inputs in production. The
paths for the transition to clean technology in innovation and production are closer to their
paths in first-best, but for a lower clean innovation subsidy and carbon tax than when patent
policy is not utilized, i.e µ = 1. As in the baseline analysis, when the monopoly mark-up
approaches the competitive price, i.e. µ = 0.4 (dashed red line), clean innovation becomes
too profitable, causing a negative innovation subsidy in order to slow down the transition of
scientists to the clean sector.
Reducing the discount rate has a large effect on the time profile of the optimal environmental policy, with faster government intervention, and thus less environmental damage
compared to when discounting is high. However, the discount rate has little effect on our main
findings concerning the use of patent policy in second-best. Limiting the monopoly mark-up
on dirty technology improves welfare in second-best by increasing clean productivity growth
for a lower subsidy to clean innovation.
49

Notice that when  = 3 and ρ = 0.001, first-best policy is the same whether the 11.5 percent cap is
imposed on the carbon tax or not, as the cap is not binding.
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5.3

Welfare analysis of patent policy in second-best
Table 4: Welfare costs of second-best and gains from patent policy.

Parameter choice:
Elasticity of substitution ()
Discount rate (ρ)
Second-best definition:
Efficiency loss public R&D
Carbon tax cap

10
0.015

3
0.001

Y
Y

Y
Y

(1)
(2)
(3)
(4)
%Consumption %gain %Consumption %gain
No patent policy (µ = 1)
µ = 0.8
µ = 0.6
µ = 0.4

4.7
2.1
0.43
0.25

55
91
95

12.3
5.6
0.6
4.8

54
95
61

Note: %Consumption refers to percentage loss in consumption-equivalent welfare
relative to first-best. %gain refers to percentage increase in consumption-equivalent
welfare relative to second-best without patent policy.
Table 4 shows the welfare analysis for the two robustness cases. Once again, welfare gains
from using patent policy can be substantial, especially under certain parameter calibrations.
When there is a high elasticity of substitution (two first columns), consumers require a 4.7
percent increase in per-period consumption in order to be as well-off as in first-best. Because
of the high elasticity of substitution, the largest reduction in the welfare cost is found when
µ = 0.4. By restricting the mark-up on dirty technology to 40 percent of the monopoly price,
95 percent of the welfare loss can be recovered. When both the elasticity of substitution and
the discount rate are low (two last columns), consumers require a 12.3 percent increase in
per-period consumption in order to be as well off as in first-best. The welfare loss is thus
almost the same as when ρ = 0.015. 95 percent of the welfare cost can be recovered by
restricting the mark-up on dirty technology to 60 percent of the monopoly price.
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6

Conclusion

The economic literature on climate change has evolved intensely over the last decade. One
could argue that the largest improvement has been the shift from considering global warming
as the result of a single market failure in production to also relating it to the market failure in
knowledge creation. In order to correct these distortions, the previous literature has largely
recommended a carbon tax and a government subsidy to research in clean technology. In
this paper we have argued that there are real-world constraints on the optimal environmental
policy, which impede first-best attainment. First, we observe a large disparity between the
necessary carbon tax and current carbon taxes, and second, there can be large efficiency
losses associated with public research funding. We estimate an efficiency loss of 28 percent in
public research funding, and based on current European carbon taxes, we cap the carbon tax
at $14 per ton CO2 . These restrictions on environmental policy causes a substantial welfare
loss compared to first-best (14.7 percent reduction in per-period consumption-equivalents).
We address this problem by suggesting a novel (and arguably easy to implement) policy
that allows us to come close to first-best outcome, but for more realistic levels of the carbon
tax and public research funding. We extend on the literature by incorporating reduced patent
protection on dirty technology in an endogenous growth model by Acemoglu et al. (2012).
The extent of patent protection is defined as the patent breadth, with reduced patent breadth
limiting the ability of innovators in dirty technology to charge the unconstrained monopoly
price. We contribute to the literature by showing how combining environmental policy with
patent policy can help induce the transition to clean technology, and lead to substantial
improvements in second-best welfare. E.g. when dirty innovators are unable to charge more
than 60 percent of the unrestricted monopoly price, almost 90 percent of the welfare loss in
second-best is recovered.
In our baseline analysis, we take the conservative approach of assuming a low elasticity of
substitution between clean and dirty goods, and a high discount rate. In robustness analysis,

44

we explore the effect of a higher elasticity of substitution and a lower discount rate. We find
that our baseline results are robust to these changes, however, there is a dynamic aspect to
reducing the patent breadth of dirty innovations. Since the policy speeds up the transition to
clean technology, the market power of dirty innovators should be less restricted when there
is a low elasticity of substitution between clean and dirty goods. In other words, combining
environmental policy with patent policy is more beneficial when it is easy to transition from
dirty to clean technology.
An important caveat to our conclusion is the assumption of a subsidy on the use of
all machines. This is a common assumption in the literature in order to eliminate the
interference from the static monopoly distortion. However, this assumption is not innocent
in our model as it also removes an unwanted impact of reduced patent breadth on dirty
innovations, namely increased demand for dirty technology. In the long-run, the switch to
clean innovation will eliminate the demand for dirty technology. However, the increased
demand for dirty technology in the short-run can still have a large environmental impact.
Another caveat is the assumed relationship between patent protection, patent breadth and
the value of innovation. This is based on the assumption that innovators depend on patents
to protect their market power. However, innovators can also rely on alternative strategies to
protect their innovations, such as secrecy.
To our knowledge, this is the first paper to suggest the use of patent policy to help induce
the transition to clean technology. We propose that patent protection on dirty technology
can be reduced by limiting the breadth of such patents. Future extensions will focus on
two main issues. First, what is the optimal breadth of dirty patents, and how does patent
breadth relate to the price on technology? Second, how should we limit patent breadth on
dirty technology? E.g. by limiting the number of technology codes allowed on a patent
as in Lerner (1994) or by limiting the number of claims allowed in a patent as in Hegde,
Ljungqvist, and Raj (2020)?
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A

Appendix

Figure A1: R&D expenditures and number of patent applications from 1981-2016. R&D
expenditures are measured in millions of USD (constant 2015 prices).
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Table A1: European carbon taxes, GDP, population and emissions.

Finland
Poland
Norway
Sweden
Denmark
Slovenia
Estonia
Latvia
Switzerland
Ireland
Iceland
UK
Spain
France
Portugal

(1)
Carbon tax

(2)
Coverage

(3)
GDP

(4)
Population

(5)
CO2 Emissions

70.65
0.16
49.30
128.91
24.92
29.74
3.65
9.01
80.70
24.92
25.88
25.71
30.87
57.57
11.54

0.36
0.04
0.62
0.40
0.40
0.24
0.03
0.15
0.33
0.49
0.29
0.23
0.03
0.35
0.29

240 557
529 029.2
360 300.9
474 148.2
310 002.3
48 006.6
28 037.2
30 476.1
628 106.6
347 215.3
21 602.7
2 525 093.1
1 245 331
2 425 708
212 320.6

5 517 919
37 972 812
5 328 212
10 230 185
5 806 081
2 080 908
1 324 820
1 919 968
8 544 527
4 904 240
356 991
66 647 112
46 937 060
67 012 883
10 276 617

8.34722
7.87558
7.836962
4.358752
5.549145
6.117462
12.60802
3.574298
4.11749
7.930341
6.154684
5.776796
5.249158
4.57346 (2014)
4.720545

Note: Columns (1) and (2) are from Metcalf and Stock (2020). The carbon tax
is from 2018 and is measured in dollars per ton of CO2 , while the coverage is
from 2019 and it measures the share of national emissions that are taxed. GDP
(in million euros) and population data are from Eurostat (European Commission,
2020), while emissions (in metric tons per capita) are from the World Bank (2020).
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Table A2: Average European price, share and carbon content of fossil fuel consumption, 2014-2018.

Fossil fuel :
Coal
Natural gas
Oil

(1)
Price

(2)
Consumption share

(3)
Carbon content

2.65
6.67
11.89

0.22
0.30
0.48

95.35
53.07
71.30

Note: Price is measured in USD per million Btu, while carbon content is measured in kg CO2 per million Btu. Average price and consumption share of fossil
fuels in Europe in 2014-2018 is from BP (2019). Data on carbon content of fossil
fuels is taken from https://www.eia.gov/environment/emissions/co2_vol_
mass.php.

A.1

Technology codes as a measure of Patent Breadth

The following analyses the relationship between patent breadth and firm profits using an alternative proxy for patent breadth: technology codes. We follow Lerner (1994) by measuring
the breadth of a patent as the number of technology areas of a patent. A single patent can
contribute to different areas of technology at the same time, and all of them are documented
in the patent document. There are several classifications to define technological areas and
we use the Cooperative Patent International Patent Classification (CPC).50 Therefore, we
define the patent breadth as the number of CPC class codes [at the 8 digit level] that are
assigned to a patent application.
We use the same ORBIS dataset as in the analysis in the main text for both financial
data and the number of technology codes. Table A3 provides a measure of the relationship
between the two variables of interest, by simply regressing the profits (or turnover) on the
average patent breadth of firms. Both the dependent and the main independent variables are
50

Another widespread classification is the International Patent Classification (IPC). CPC is an extension
of the IPC.
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log transformed. The first 3 columns use contemporaneous patent breadth data, whereas the
last 3 use the first lag. Column (1) doesn’t include controls or fixed effects, while columns
(2) to (6) controls for the industry (NACE code) and the firms’ number of patents. Time
fixed effects are included in columns (3) to (6) and firm fixed effects are accounted for in
columns (5) and (6). Given that it is a log-log regression one should interpret the estimates
in the following way: a 1% increase in the number of patent technology codes is associated
with a 0.042% increase in profits (column 4). Note that adding firm fixed effects eliminates
the statistical significance, even though the point estimates remain positive. Overall, we see
a general positive relationship, which indicates that goodness of patent breadth for profits.
Of course, this is just a correlation analysis, and the standard caveats regarding omitted
variable bias and simultaneity applies. Nevertheless, it motivates our assumption of a positive
association between patent breadth and firm profits.
Table A3: Relationship between patent breadth and profits/turnover
Profits (log)

Breadth (log)

(1)

(2)

(3)

0.060***
(0.018)

0.054***
(0.018)

0.033*
(0.017)

Lag Breadth (log)
Controls
FE (T)
FE (Firm)
Observations
Clusters

27405
36

Turnover (log)
(4)

(5)

(6)

0.003
(0.022)
√
√
√

0.003
(0.009)
√
√
√

3854
30

4621
30

√

√
√

0.042***
(0.015)
√
√

27365
36

27365
36

3854
30

Note: Clustered standard errors on country-level in parentheses. Controls include the
number of patents at the firm-year level and the NACE code of the firm. *** p<0.01, **
p<0.05, * p<0.1.
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